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Accelerated Data Processing with GPU Computation and Dask 
 
Course Summary 
 
Description 
 
This class introduces tools for GPU-accelerated computation — including CuPy, RAPIDS, and Numba — 
and their integration with Dask for usage on large datasets and multiple GPUs. 
 
Objectives 
 
At the end of this course, students will understand: 

• What does Dask offer – and not offer – for machine learning workflows 

• Leveraging Dask for proper out-of-core and/or parallel training 

• Implementing an end-to-end workflow with Dask and other tools 
 
Topics 
 

• Introduction 

• Partners for High-Performance Python 

• NVIDIA RAPIDS 

• RAPIDS and Dask 

• Architecture and Problem Solving 
 
Audience 
 
This course is intended for those who manage large datasets and multiple GPUs. 
 
Prerequisites 
 
The following prerequisites are required for this course: 

• Python, basic level 

• Understanding of ML concepts and workflow, basic level 

• Dask programming, basic level 
 
Duration 
 
One day



 

ProTech Professional Technical Services, Inc.  
 

 

 
Due to the nature of this material, this document refers to numerous hardware and software products by their trade names.  References to other companies and their products are for 

informational purposes only, and all trademarks are the properties of their respective companies.  It is not the intent of ProTech Professional Technical Services, Inc. to use any of these 
names generically 

C
o
u
rs

e
 O

u
tl
in

e
 

 Accelerated Data Processing with GPU Computation and Dask 
 
Course Outline 
 

I. Introduction 
A. Lessons from big data tools 
B. NumPy and vectorized compute 
C. Native code generation 
D. Adding hardware acceleration 

 
II. Patterns for High-Performance Python 

A. Understanding Python limitations and escape hatches 
B. Concurrency issues and patterns: multithreading, GIL, multiprocess, multimode 
C. JIT compilation with Numba 
D. PyTorch and CuPy: not just for deep learning 
E. Leveraging DL libraries for “regular” ML 

 
III. NVIDIA RAPIDS 

A. Data catalogs and using SQL on the GPU 
B. Working with cuDF: CUDA Data Frame 
C. A Bit About How GPU Programming Works Under the Hood 
D. Numba and Python-to-CUDA compilation 
E. cuDF + Numba: Custom Computation from Python 
F. CUDA Machine Learning with cuML 
G. Interop with PyTorch for Deep Learning and General Optimization 
H. cuGraph High-Level CUDA-enabled Graph Operations 

 
IV. RAPIDS and Dask 

A. Multi-GPU and multi-mode scaling 
B. Combining Dask + GPU 
C. ML, dimensionality reduction, and graph algorithms on GPU 

 
V. Architecture and Problem Solving 

A. Extending the end-to-end workflow 
B. Accelerated networking 
C. Visualizations 
D. Architecture, patterns, integration 
E. Q & A 


